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Abstract

We address the problem of looking into the water from the air, where we seek to
remove image distortions caused by refractions at the water surface. Our approach
is based on modeling the different water surface structures at various points in time,
assuming the underlying image is constant. To this end, we propose a model that
consists of two neural-field networks. The first network predicts the height of the
water surface at each spatial position and time, and the second network predicts the
image color at each position. Using both networks, we reconstruct the observed
sequence of images and can therefore use unsupervised training. We show that
using implicit neural representations with periodic activation functions (SIREN)
leads to effective modeling of the surface height spatio-temporal signal and its
derivative, as required for image reconstruction. Using both simulated and real data
we show that our method outperforms the latest unsupervised image restoration
approach. In addition, it provides an estimate of the water surface.

Figure 1: Surface waves distort the appearance of underwater scenes viewed from the air due to
refractions following Snell’s law as seen in the distorted frame on the left. Our method aims at
reconstructing the original scene and performs better than NDIR [11]. For example, the numbers
marked in blue and the grid marked in green. In addition, our method outputs the surface height. The
height presented on the right corresponds to the distorted frame on the left. Example taken from the
elephant dataset from [9].
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1 Introduction

Observing objects in the ocean from aerial platforms can significantly increase the observation scale
and speed since underwater vehicle operation is complex and expensive. Therefore, it is used in a
variety of scientific and operational applications. For example, measuring the scale of coral bleaching
after a warming event or a storm [3]. However, the effects of refraction between the air and water can
strongly distort the apparent position and shape of objects and features below the water’s surface,
hindering the observations. The distortion is directly related to the surface shape through its gradients,
connecting the water surface with the underlying scene in a single image. Ocean wave measurements
are very useful for coastal and ocean science and engineering and represent an active research field in
physical oceanography [1, 15]. Measurement of sea surface height also informs studies of the sea
surface microlayer [25].

Here, using a short input sequence of an underwater object seen from above, we aim to reconstruct
its fine details and undistorted structure, as well as the surface height in each point. An example is
shown in Fig. 1. Real waves are a superposition of several types of wave from various sources with
different wave periods and amplitudes. Large-scale ground truth for this problem is only available by
simulations that do not encompass this range of surface waves. Thus, it is difficult for supervised
methods to generalize to real-world examples. However, distorted sequences contain a wealth of
information on the constant underlying scene that can be leveraged in an unsupervised method.

We formulate the unsupervised learning signal of reconstructing the observed distorted images by
first estimating the water surface height and then using the estimation and its spatial derivatives to
compute the pixel distortion map. We implement this using a neural representation network based on
periodic activation functions (SIREN [17]), which has proven to be effective and efficient in modeling
continuous signals and their derivatives.

Our method outperforms previous unsupervised methods using a simpler training setup and addition-
ally provides surface height estimation. We demonstrate this both on real-world and simulated data.
All our code and data will be made available upon publication.

2 Related work

2.1 Imaging through turbulent water.

The problem of looking through water has attracted attention since the earlier days of computer
vision [14] as it poses interesting and applicative physics-based challenges. Early works [5, 8, 24]
were based on finding and stitching together distortion-free patches from the distorted image sequence.
In [8] the authors formulate the reconstruction problem as a manifold embedding problem and propose
a modified convex flows technique to robustly recover global distances on the manifold. In [5] the
authors suggest a multistage clustering algorithm combined with frequency domain measurements.
In [24] the authors propose to first find an ensemble of distortion free ("lucky") patches and then
proceed to estimate the Fourier phase and the Fourier magnitude of the clean image.

A different line of techniques is based on model-based tracking to reconstruct the clean image. In [23]
the authors propose building a spatial distortion model of the water surface using the wave equation.
The model enables them to design a tracking technique tailored for water surfaces. Using their
method, they were able to use a shorter sequence of 61 frames instead of the long sequences required
by the lucky patches techniques e.g. 800 in [8] or 120 in [24].

A refracted image sequence contains strong physics cues on the underlying scene and the water
surface. This was used by [9] who estimated optical flow between key feature points to estimate object
trajectories within the sequence. Using a compressive sensing solver they used these trajectories
to estimate the entire motion field and reconstruct the scenes. Alternatively, [26] used the fact that
water refraction changes the viewpoint to develop a structure-from-motion like solver for an image
sequence captured by a stationary camera. They are able to simultaneously retrieve the structure of
the water surface and the static underwater scene geometry. Sulc et al. propose a parameter-free,
Snell’s-law–based objective for monocular reconstruction of an arbitrary refractive surface from a
single distorted view given known background texture and geometry. Unlike our setting (unsupervised
restoration from a short sequence), their method assumes a known background and directly optimizes
surface geometry via a geometric ray-consistency error [18].
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Supervised deep learning methods require a training dataset. In [12] a dataset was acquired using a
computer monitor displaying images from ImageNet [4] placed under a transparent water tank with a
pump to generate water surface movements. Their network consists of two parts, a warping net to
remove geometric distortion and a color predictor net to further refine the restoration.

Thapa et al. [21] generated a synthetic dataset using the wave equation for three types of waves:
ripple waves, ocean waves, and Gaussian waves. The dataset was then used to train the following
network: three parallel CNNs that generalize features from each input (consecutive distorted frames),
and then uses recurrent layers to refine the CNN-predicted distortion maps by enforcing the temporal
consistency among them. Then, a GAN is used to predict the distortion-free image. FSRN [20] was
trained to estimate the water surface based on a known reference background in the water.

Li et al. [11] present a two-stage unsupervised network. The first stage consists of a grid deformed for
every input image that estimates the distortion field. Then, an image generator outputs the distortion-
free image. The optimizer for generating the distortion-free image by minimizing pairwise differences
between the captured input images, the network’s predicted distorted images, and resampled distorted
images from the distortion-free image. Our model is also based on unsupervised reconstruction,
modeling the image and the distortions using different networks, however we use a single SIREN [17]
network conditioned on time that outputs the surface height. Using the height we compute the
offset of each pixel in order to reconstruct the observed images. The advantage is that the predicted
distortion is grounded in the temporal process of moving waves, and in addition this enables a direct
prediction of the water surface.

2.2 Neural fields

Representing data using neural fields has gained significant focus in recent years. These models,
also known as implicit neural representations are used to model a continuous signal by predicting
the value of the signal given a position in space as input. For example in images this corresponds to
predicting pixel color given the 2D pixel position. This representation has proven effective for image
compression [6], 3D modeling [13], PDE dynamics forcasting [27] and as a basic representation for
different downstream tasks [7].

One implementation of neural fields that we adopt in this work is SIREN [17]. This model is an MLP
with sinusoidal activation functions, which was proven to be both effective and efficient for image
modeling, achieving high accuracy with smaller networks and faster training times. One advantage
of using periodic activation functions, is that the signal and its derivatives become similar in nature.
To demonstrate this Sitzmann et al. [17] train a model to predict a signal by supervising the training
loss with the gradients of the signal. In our work we show that this arises naturally from the physical
formulation of the problem, as the image distortion caused by the water surface is directly related to
the spatial derivatives of the surface height.

3 Method

Fig. 2 summarizes our method. Given an arbitrary number of video frames taken from air, we train
our model per sequence to reconstruct the distorted frames and can then use our model structure
to remove the distortion caused by the water surface. This is achieved by modeling the underlying
image and the water surface separately.

3.1 Assumptions

We assume a static planar underwater scene at an unknown depth h0 below a water surface. The
scene is fronto-parallel to an orthographic camera and the camera is held in air outside of water.
The interface between the refractive medium (water) and air is dynamic, i.e., wavy water-surface.
Like [9, 16, 21, 22] we also assume small fluctuating water-waves, i.e., the maximum surface
fluctuation, maxx;t jh(x; t) � h0j, is small compared to the average water-height h0. This is a
reasonable assumption for many marine environments such as river beds and shallow coral reefs.
If the camera exposure time is not sufficiently short in relation to the wave phase-velocity then the
resulting image will suffer from motion-blur. While we do not make explicit assumptions regarding
shutter speed, camera frame rate and the water-surface waves phase speed, our proposed method
can handle the motion-blur commonly occurring in James Real1 dataset [9] which is considered a
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Figure 2: Our architecture. From the left, regularized 2D spatial gridsx reg and timet are inputs
to a SIREN [17] network that outputs surface height per frame. The gradient of the output heights,
along with its average acrosst, is used for calculating distortions as in Eq. 1. These are then used in
another SIREN network to output the reconstructed imageI � (x reg ) and the distorted imagesI t

�;� .
The predicted distorted images and the observed distorted imagesI t are used in the loss calculation.

hard dataset for underwater refractive distortion removal due to large frame-to-frame motion and
motion-blur. In Fig. 7 we present real-world results where our assumptions do not fully hold and
show that our method is able to reconstruct a plausible underlying clean image, see Sec. 5 for further
discussion.

3.2 Surface Gradient

By modeling the surface of the water above the image we can compute the refraction offset of
every pixel based on Snell's law (illustrated in Fig. 3). According to Snell's law, under �rst-order
approximation [22], the distortion function (warping)d(x; t ) can be related to the height of water
surfaceh(x; t ) at the 2D spatial positionx and timet:

d(x; t ) =
�

1 �
1
n

�
h0r h(x; t ) ; (1)

whereh0 is the average water height above the scene, andn is the relative refraction index between
air and water.

3.3 Architecture

The architecture (Fig. 2) of our model consists of two parts. Both parts are implemented using SIREN
models [17] which are used as neural �elds to model both the water surface height at different times
pointsh(x; t ), and the �xed underlying image.

Surface height modelH � . The �rst part of our model is a SIREN neural �eld that models the
2D surface height signal across different time points. This model takes as input a two dimensional
position in the image spacex, and one-dimensional point in timet, and predicts the surface height at
that position and timeH � (x; t ). Using a SIREN architecture is well-suited for modeling distortions
through surface height as it allows for the ef�cient prediction of a signal and its spatial derivatives
simultaneously. We use a single SIREN to 1) predict the water surface heighth(x; t ) which is used to
computeh0 by averaging the outputs across the 2D spacex and timet; and 2) predictr h(x; t ) by
computing the gradients of the output of the network with respect to its spatial inputx. Given the
computedh0 andr h(x; t ) we compute the pixel distortionsd(x; t ) due to light refraction for each
observed image at timet using Eq. 1 and use it to reconstruct the observed images. We then compare
this prediction with the observed images to compute the loss that we use to optimize the weights of
the networks.

Image model I � . This is implemented using a standard neural �eld SIREN where each pixel
position is fed to the network along with a positional encoding using random Fourier features [19],
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Figure 3: According to Snell's law light passing through an interface between media with different
refraction indices changes its angle (refracts). Thus, when an orthographic camera views an object
submerged in water from air, the object changes its geometrical appearance as a function of the
normals to the surface.

and is trained to predict the pixel valuesI � (x). Feeding this model with a set pixel positions on the
image's regular gridx reg will output the set of pixel values for the distortion-free imageI � (x reg ),
and feeding the model with a set of distorted pixel positionsx t = x reg + d(x reg ; t) will result in a
distorted image which we denote byI t

�;� , since it is generated using both modelsH � andI � and
therefore depends on both sets of weights. To formulate this explicitly,

I t
�;� = I � (x reg + d(H � (x reg ; t))) ; (2)

whered(H (�)) corresponds to using Eq. 1 on the height prediction.

3.4 Training

Given a set of distorted frames across timeI t , we follow the training paradigm in [11] consisting
of two stages. The �rst training stage can be seen as an initialization of the weights, by training the
height networkH � to output a height that corresponds to zero distortion for all pixels, and training
the image networkI � to predict the average distorted image. This is implemented using the loss (j � j
represents theL 1 norm):

L init (�; � ) = jd (H � (x reg ; t)) j +
X

t

jI � (x reg ) � I t j : (3)

In the second stage of training the loss is computed by the reconstruction of all the distorted images.
The loss is given by:

L (�; � ) =
X

t

�
� I t

�;� � I t
�
� (4)

This is a signi�cant simpli�cation compared to [11] which required 3 different loss terms for training.
We note that both the reconstructed and observed images inherently involve the gradient of the surface
height signal computed through Eq. 1 for the reconstruction and through the physical process of
refraction in the observed image. Therefore this loss forms a real world application of the ability of
SIREN to model a signal by supervising it with the derivatives.

4 Experiments

To test our method we use three datasets. We use the JamesReal1dataset [9], which contains 7
sequences of images acquired in a water tank using 50 fps acquisition rate (examples in Fig. 4).
Additionally, we use theTianSet, which is also a real captured dataset by Tian and Narasimhan [23]
using a 125 fps camera. We note thatReal1is considered a more challenging dataset as it has larger
frame-to-frame motion and includes motion blur (due to water-waves). We also generate asynthetic
dataset using the method in [20], with 3 wave types, resulting in 11 sequences of images. We compare
our method to NDIR [11], which is our unsupervised baseline and to Liet al. [12] which is the
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Figure 4: Results on theReal1dataset [9]. Marked squares indicate areas where our results are
sharper than the baseline. Note sharper details in thecartoonanddicesequences, as well as straighter
squares in thecheckerssequence in our method.

state-of-the-art supervised method on single images. In all experiments we use a sequence size of
10 frames (except for the batch-size ablation). We conduct ablation studies to validate bene�ts of
modeling surface-height and spatio-temporal information, to examine design choices and to evaluate
the impact of the input sequence size (Sec. 4.3). Additional results and videos are provided in the
supplementary material.

Implementation details. In all experiments we use a 2-layer network forH � and a 3-layer network
for I � , both trained with the Adam optimizer. The input toI � is augmented with random Fourier
positional encoding with the bandwidth factor set to 8. We use two sets of hyperparameters. One set
for both real datasets (Real1andTianSet) and the other for the synthetic dataset. More details on
the con�gurations of the hyperparameters, the amount of iterations on each training stage, hardware
setup, memory usage, runtime, and reproducibility scripts are provided in the supplementary material
("Implementation Details"). Our implementation is based on the code of [11].

4.1 Image restoration

A qualitative comparison of our results on theReal1dataset is shown in Figs. 1 and 4 where green
and blue rectangles mark areas of interest. In thecartoonsequence our method better aligns several
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